
 

 

   Intentions as Complex Dynamical Attractors 

BACKGROUND 

What is the difference between a wink and a blink? Providing necessary and sufficient conditions 

for intentional behavior has been a philosophical problem since the time of Plato. In the Crito, 

Socrates wonders how philosophers such as Anaxagoras or Anaximenes would explain his 

refusal to escape from prison. How could merely physical phenomena explain how his reasons 

for remaining keep him in jail? Since nowhere in Plato does the term will make an appearance, 

Plato ends up reducing the operation of volition to that of knowledge. Agents who truly know 

what is right will just do it. 

During classical times it is left to Aristotle to provide a thorough analysis of the 

difference between voluntary, involuntary and non-voluntary behavior. As is well known, 

Aristotle accounts for all phenomena, not just intentional behavior, in terms of four causes.  

Suppose I intend to write a book. While my arm and hand movements serve as the efficient cause 

of the actual writing, the goal of producing a book functions as its final or purposive cause. Its 

material cause, the stuff from which it is physically constructed, includes the ink, paper, etc. 

What makes the behavior a case of writing a book – instead of something else -- is the formal 

defining or essential cause that sustains the behavior along that essential path and guides it to 

completion.   

Less well known, however, is the role another of Aristotle’s principles plays in the 

history of action theory: the principle that there is no circular causality; no self-cause. The 

concepts of potentiality and actuality lead to the conclusion that whatever happens is caused to 

occur because of something other than itself. Since nothing can be both potential and actual at 

the same time with respect to the same phenomenon, mover (actual) and moved (potential) 

cannot be identical. Even in the case of the (apparent) self-motion of organisms, one aspect of the 

organism qua active principle changes a second aspect from passive to active; this aspect, in turn, 

now qua active principle can move a third … and so on, until the animal moves. 

By the time the intellectual giants of the seventeenth century and their followers got 

through changing the way philosophy and science are done, Aristotle’s formal and final causes 



 

 

had been discarded as superstitious nonsense. With material cause left to one side, only efficient 

cause – the instantaneous, billiard ball collision-type causality of mechanistic science – qualified 

as cause.  While discarding three of the four causes, however, modern science retained the 

Aristotelian thesis that nothing causes itself. When combined with the reductionist belief that 

wholes are no different from aggregates , the claim that anything that is caused must be caused 

by something other than itself --  and only as a consequent of an efficient cause – produces an 

account of action that has bedeviled philosophy of mind and science for hundreds of years. 

The inevitable philosophical upshot of this worldview was either a Cartesian substance 

dualism, or a thoroughgoing materialism. Either there exists a substance, the mind – along with 

its will -- that because of its different (non-physical) nature causes actions, winks, not blinks; or 

there must exist a sui generis physical process in the brain that triggers such behavior. The 

problem with the former disjunct is that it violates the laws of conservation of matter and energy: 

how can a non-physical phenomenon such as an intention insert itself in (and alter) the physical 

space-time continuum to produce bodily effects without violating conservation laws? The central 

problem with the latter alternative, as Socrates questioned, is its inability to account for how a 

physical, say neural, process can embody meaning and intentionality such that the intention’s 

meaningful content causes, guides, and sustains behavior that terminates in action (Searle). For 

nearly four hundred years, philosophical reflections relating to action theory have consisted in 

epicyclic contortions designed to circumvent these two main objections. They do not succeed. 

More generally, the atomism and reductionism that pervaded modern science reduced 

integral wholes to mere epiphenomenal aggregates, and temporal processes to instantaneous 

snapshots. With the belief that only primary qualities such as mass are real, secondary relational 

properties too were stripped of their ontological status and labeled subjective. According to this 

framework, therefore, there is no way to conceive of how particles might interact to produce an 

emergent whole with qualitatively novel properties that can loop back down and affect the 

component parts. Even Immanuel Kant, who attributed his philosophical awakening to David 

Hume’s influence, recognized that modern science’s understanding of causality cannot account 

for living organisms. In the Critique of Teleological Judgement, Kant explicitly discusses this 

failure of mechanistic causality. As an example he mentions trees which, because they produce 



 

 

leaves but are at the same time produced by the leaves, exhibit “a kind of causality unknown to 

us.” What was missing, Kant saw, was a scientific framework that explains mereological (part-

whole, whole-part) relationships: (1) how numerous particles can interact to create wholes with 

emergent properties, and (2) how the novel properties of these organized wholes then can exert 

causal power so as to determine a different direction for the whole. (Kant 1980; Juarrero-Roque 

1985).  Neither the theory of evolution nor the classical thermodynamics of the 19
th

 century 

provided solutions to these puzzles. Despite the fact that cosmological and biological evolution 

present us with increasing complexity and order over time, classical thermodynamics’s second 

law continually reminded thinkers of the inevitability of dissolution and decay. What was 

missing, we can now say, was a conceptual framework that accounts for mereological 

interactions and that provides a satisfactory explanation of causal relationships among levels of 

organization without reducing the higher to the lower -- and that is compatible with 

contemporary science. 

NONLINEAR DYNAMICAL SYSTEMS THEORY 

Enter complexity theory. With the assistance of powerful desktop computers that could simulate 

nonlinear dynamic phenomena which were analytically intractable, by the last third of the 

twentieth century the phenomenon of turbulent flow, physical processes such as Bénard cells, 

and chemical phenomena such as the Belousov-Zhabotinsky reaction, showed that positive 

feedback loops among particles can result in self-organizing processes that, despite their 

superficially chaotic appearance, in fact embody very sophisticated degrees of order. These 

emergent higher-level phenomena, moreover, exert top-down influence on the very components 

that make them up.   

 Bénard Cells appear when water is heated uniformly from below. At first, water 

temperature is close to thermal equilibrium, but as the water in the bottom of the pan becomes 

hotter a temperature gradient develops. At a certain temperature, convection begins, but the 

random fluctuations–the bubbles -- are initially suppressed. Increasing the heat, however, causes 

the system to become unstable, and beyond a critical temperature any fluctuation can become 

reinforced such that it drives the system over the instability threshold and the dynamics suddenly 

switch: Ordered macroscopic molecular flows abruptly form into visible rolling hexagonal 



 

 

columns called Bénard cells. Suddenly, millions of previously independent water molecules 

synchronize into a complex streamlined pattern that dissipates the temperature gradient and 

lowers internal entropy production. 

 What’s important for our purposes is that once the rolling hexagonal convection columns 

appear, the behavior of each individual water molecule is no longer independent of the others; it 

is determined top-down by the cell in which it is caught up. Once each water molecule is 

entrained into the dynamics of a Bénard cell, that is, its behavior is constrained by its role in the 

overall rolling process. If one is willing to broaden one’s understanding of causality and also to 

take causal potency so understood as the mark of the real, even in such elementary phenomena as 

these, and despite the claims of mechanistic science, dynamical processes provide empirical 

evidence that wholes can be more than just epiphenomenal aggregates reducible to the sum of 

their component parts. The newly organized arrangement shows emergent macroscopic 

characteristics that cannot be derived from laws and theories pertaining to the microphysical 

level; they also represent eddies of local order that exert active power on their constituents, top-

down.  Moreover, the integrity, identity and characteristics of the overall pattern that constitutes 

a Bénard cell are decoupled from its material basis in the sense that different types of viscous 

fluids can present the same form of organization, which is no longer identified by the micro-

arrangement of its constituents. Theories of individual identity based on token-identifications 

lose all relevance in these cases. 

As intriguing as Bénard cells are, it is nevertheless undeniable that the conditions within 

which such dissipative structures appear are set from without: the rolling hexagonal cells form 

only because we’ve placed the fluid in a container of a certain size; because we’ve cranked up the 

heat that created the gradient that took the system far from equilibrium and precipitated the 

discontinuous transformation from conduction to convection. Other dissipative structures such as 

hurricanes and dust devils also form only because of the external metereological and atmospheric 

conditions. Clearly in each of these cases, if the boundary conditions are removed the structure 

will disintegrate. Because the constraints within which the self-organization takes place are 

externally set the type of emergence on display in these examples is only a weak form of 

emergence. Although such structures can therefore only be said to self-maintain – and not self-



 

 

create – they nonetheless offer a “theory-constitutive metaphor” for rethinking autonomy and 

top-down causality in a scientifically respectable fashion.  

 Things get even more interesting at the chemical level, as Peirce, Mill, and other 

precursors of complexity theory recognized (cf Juarrero and Rubino 2008).  In the case of the 

Belousov-Zhabotinsky reaction, the fourth step of the process, a positive feedback loop in which 

the product of the process is necessary for the process itself, represents precisely the type of 

circular causality forbidden since the time of Aristotle. As the fourth autocatalytic step iterates, 

the reinforced, accelerating hypercycle drives the system farther and farther from equilibrium 

until a threshold of instability is reached, at which point a random internal fluctuation or external 

perturbation can, once again and in a burst of overall entropy production, drive the system over 

the threshold of instability and cause it to reorganize at a higher level. The new regime, as 

always in nonlinear dynamical systems, is characterized by lower internal entropy production.  

What’s novel in chemistry is that the dramatic colorful waveforms of the B-Z reaction are caused 

to occur by the dynamics of the process itself, in the sense that the constraints within which the 

new organization comes about are produced by the process’s endogenous dynamics -- the self-

organization is precipitated by the far-from-equilibrium gradient created by the reinforcing loop. 

Because the constraints within which the reorganization takes place are in this sense self-

produced, chemical processes truly self-create, not only self-maintain the way physical 

dissipative structures do. The term autopoiesis – self--organization—now applies, as does the 

term strong emergence. 

CONSTRAINTS 

Borrowing from information and communication theory, and the work of Lila Gatlin (Gatlin 

1972), I attempted in an earlier essay to analyze this kind of inter-level -- mereological -- 

causality in terms of context-sensitive constraints (Juarrero 1999). Doing so brings back a role 

for formal and final cause, but reworked in scientifically acceptable fashion. 

Just as a gas-filled container at thermodynamic equilibrium can do no work, random taps 

on an old fashioned telegraph device, or random pixels on a computer screen, can transmit no 

messages. Constraints that take the system away from equiprobability and equilibrium are 



 

 

necessary to perform work and communicate, respectively. Be it a piston in the first case or 

communication rules in the second, constraints represent or embody changes in probability 

distribution. A piston inserted into the container and moved to one side compresses more 

molecules to one side than the other. Pistons thus embody constraints that take the system away 

from randomness or equiprobability. In any language some letters of the alphabet are more likely 

than others. Following Gatlin I called this kind of constraint context-free because they embody 

the system’s prior probability. In the brain the natural firing frequency of different kinds of 

neurons is an example of context-free constraints, as do any of the organism’s innate 

propensities. 

 Context-free constraints, however, quickly reach a bottleneck that stifles communication 

because reliability of the information thereby produced is inversely related to message variety.  

At the limit, only one message would be transmitted with probability 1, all other alternatives 

being reduced to probability 0.  By flashing at regular (non-random or non-equiprobabilistic) 

intervals, lighthouses signal “message, message, message.” No pattern conveys no information; 

but the same pattern repeated time and again conveys no new information. Similarly in nature, 

mitotic reproduction faithfully transmits “another, another, another” to a new generation. But the 

choke point of mitosis is that it allows no message variety except in error; and when errors do 

occur the earlier biological information is lost.  

 As Shannon discovered (Shannon 1948), to ensure message variety as well as 

information transmission a different type of constraint is required, one that promotes message 

variety at the same time as it ensures reliable information content. Enabling constraints become 

necessary, in other words. Shannon’s contribution to information theory was to demonstrate that 

reducing error was not incompatible with reliable message transmission if the message is 

encoded correctly using what can be called context-sensitive constraints. The key is making 

particles and processes interdependent by correlating and synchronizing them. Doing so 

establishes conditional probability distributions among the components.  

Consider the following heuristic example, also from linguistics. In the English language, 

for example, in addition to the context-free constraints that make as and es more likely than xs 

and qs, the probability distribution of alphabet letters is also related to their interdependence: in 



 

 

English, given that the sequence of letters …tio has already occurred, the probability that the 

next letter will be n is almost 1. The probability that the next letter will be k is almost nil. The 

likelihood of a particular letter’s occurrence therefore depends not only on its own prior 

probability in that language; it also depends on the letter or sequence of letters that preceded it. 

When the appearance of the letter q (in English) increases the probability that u will appear next, 

the two become systematically related: they form an i-tuplet, a higher level organization with q 

and u as components. As relations among i-tuplets themselves become contextually constrained, 

words become possible; further context-sensitive syntactical constraints on top of those then 

make sentences possible. And so on. Systems and systems of systems can emerge. This is true of 

any language: since Mandarin Chinese restricts words to only one or two syllabi, differences in 

inflection are necessary to ensure message variety.   

Words can say more than phonemes, sentences more than words. Since levels are 

screened off from each other, new levels of dynamical organization involve the appearance of 

novel capabilities at the uppermost level (Salthe 2001). Context-sensitive constraints are 

therefore generative; they create information. The differentiation into a hierarchical system that 

is nevertheless dynamically integrated creates entirely new realms of meaning and possibilities. 

The overall system AB represents an enlarged phase space with more degrees of freedom than 

constituents A and B had separately: amino acids folded into a three-dimensional protein 

structure possess properties and capabilities that the linear sequences on their own do not, much 

less the individual codons; neural patterns can carry meaning which individual neuron firings do 

not, and so forth. In contrast to context-free constraints, which limit message variety, the closure 

of context-sensitive constraints thus opens up possibilities and increases Shannon entropy by 

freeing up previously unavailable message variety.1 Context-sensitive constraints thus make 

complexity possible. By correlating and coordinating previously independent particles into a 

more complex, differentiated whole, context-sensitive constraints enlarge the variety of states the 

system as a whole can access. 

It is important not to reify these dynamic “structures of process” (Earley 1981). I 

suggested earlier that context-sensitive constraints are conditional probability distributions that 
                                                             

1 It does not just activate previously existing potential; complexification creates heretofore nonexistent 

possibilities – and therefore new directions for the system. 



 

 

capture the interdependent relationships between the components. As just mentioned they 

exercise top-down causal power by resetting the lower level phenomena’s context-free 

constraints – their prior probability, that is.  Such “resetting” should not be understood as an 

exercise of efficient causality. The better analogy is with a game of cards: Whereas at the outset 

all four players have an equal likelihood of getting an ace, once one of the players has two aces 

the probability of any player being dealt an ace ipso facto alters. Their changed probability 

distribution just is – just embodies – the distribution of cards in the deck, combined with the 

dynamical interdependencies among the four players over the course of the game. These 

relationships – a higher-level phenomenon – constrain the particulate level, top-down; despite 

the claims of seventeenth century thinkers, relationships can thus be more than just 

epiphenomenal. 

Even in an artificial neural network this integration can precipitate the appearance of 

semantics.2 A dramatic example of what positive feedback loops can bring about in nonlinear 

dynamical systems is found in word-reading neural networks (Hinton and Shallice 1991). Even 

though it is an artificial network, when the neural network is trained without feedback loops and 

subsequently lesioned, its output errors resemble those of surface dyslexia: if the word presented 

was bed, the erroneous output might be bad, or bid. But if the same network is trained with 

feedback loops and then lesioned below the feedback loops, the erroneous output mimics those 

of patients suffering from deep dyslexia: if the word presented was bed, the erroneous output 

might be cot; if the word presented was orchestra, the erroneous output might be band. The 

authors conclude that these remarkable results can be explained only by postulating that as a 

result of the circular loops, the network self-organizes a semantic attractor, that is, a high-

dimensional dynamic pattern whose emergent properties embody semantic relationships. 

Circular causality is real, and it is responsible for a creative evolutionary spiral. Instead of 

representing meaning in a symbol structure, however, a dynamical neurological organization 

embodies meaning in the topographical configurations – the set of self-organized context-

dependent constraints  -- of its phase space.  

                                                             
2 See Wheeler and Clark 1999 for additional examples of new properties created by the causal spread of context-

sensitive constraints. 



 

 

The trajectories of complex dynamical processes are characterized by so-called strange 

or complex attractors, patterns of behavior so intricate that it is difficult to identify an 

overarching order amid the variations they allow. Strange attractors describe ordered global 

patterns with such a high degree of local fluctuation that individual trajectories never quite repeat 

exactly, the way a regular pendulum does. Complex attractors are therefore said to be “thick” 

because they allow individual trajectories to diverge so widely that even though they are located 

within the attractor’s basin, they are uniquely individuated. The width and convoluted 

trajectories described by strange attractors imply that the overall pathways they describe are 

multiply realizable.  The butterfly-shaped Lorenz attractor is by-now a well-known complex 

attractor. 

 Context-sensitive constraints are important not only for information transmission or in 

connectionist networks; they are also responsible for the creation of natural complexity. 

Feedback loops and chemical catalysts, as we saw in the B-Z reaction, are natural first-order 

context-sensitive constraints.  As natural embodiments of first-order context-dependent 

constraints, catalysts are one example of how natural dynamics create complexity by 

interrelating and correlating what were heretofore independent particles. Reentrant loops in the 

nervous system are another. Once the catalytic loop achieves closure and a new level of 

complexity emerges, the lower-level constituents are henceforth characterized by conditional 

probability distributions different from that embodied in their prior probability. As distributed 

process wholes, complex structures such as Bénard Cells and B-Z chemical waves thus impose 

what one might call second-order contextual constraints on their components by restricting their 

degrees of freedom. Particles behave differently once caught up in the higher level organization 

than they would have as independent isolated particles. Whereas first order contextual 

constraints are enabling and generative constraints that create novel global systems with 

increased degrees of freedom, second-order constraints are restrictive and limiting constraints 

that curtail the components’ state space. The evolutionary payoff of restrictions at the particulate 

level, as mentioned earlier, is increased message variety at the global level, which can now do 

more and different things than the parts could on their own.  

TOP-DOWN CONSTRAINTS AS SEMIOTIC 



 

 

Once top-down second order contextual constraints are in place, energy and matter exchanges 

across an autocatalytic cycle’s boundaries are regulated by the overall cycle, in the service of the 

whole. The organization itself determines the stimuli to which it will respond; doing so preserves 

and enhances its cohesion and integrity, its organization and identity. A sort of incipient 

autonomy therefore appears as control and direction is progressively turned over to the global 

level’s needs by second-order contextual constraints that decouple and buffer the overall system 

from the merely energetic exchanges.  It is important to emphasize that this selection process 

operates on the basis of criteria set at the higher level (Ellis 2007), on the basis of how well the 

higher-level operation is thereby executed.  By altering the go of things at the lower level in the 

service of the whole, chemical processes thus display a self-direction and autonomy absent in 

those found at the physical level. Towards the end of this paper I will discuss the implications of 

these ideas for the thorny philosophical problem of free will.  

 Autocatalytic cycles degrade gracefully in large measure as a result of their robustness in 

the face of addition and deletion of component particles. Autocatalytic cycles, that is, typically 

add, delete and replace components such that the overall cycle’s integrity, persistence, and 

efficiency are preserved and enhanced. ). Top-down causality described in this fashion is thus a 

process of selection, a kind of semiosis that interprets -- from the point of view and for the 

benefit of the higher level whole -- which among all the possible component addition, deletion, 

or replacement alternatives best satisfies the requirements of the higher level. Cycle abc, over 

time, can thus be transformed into a cycle composed of molecules def, all the while remaining 

itself, that is, while continuing to function as the same type of process -- while continuing to 

embody the same function (Ulanowicz 1997, 2005A sort of incipient selfhood can therefore be 

said to emerge with complex dynamical systems. Indeed, insofar as a complex system acts from 

what can be called its own point of view, in its own benefit, an adaptive system’s conatus 

towards continued organizational integrity and robustness is complexity science’s answer to 

Aristotle’s final and formal cause. And from chemistry onwards, it is a product of a process of 

self-creation.  

 Complex systems also highlight the importance of inter-level contextual relationships and 

the relative unimportance of primary qualities –and thereby also introduce an element of 



 

 

normativity: it now becomes possible to evaluate the various microarrangements in light of the 

higher-level function they carry out. Some will do so better, or more elegantly, etc. than others. 

In light of these remarkable processes, thorny philosophical topics such as the problem of 

identity suddenly need revisiting: Once a system’s feedback loop extends into the environment 

and back in this manner, the environment is thereby brought into the phenomenon’s very 

structure -- into its very identity, in fact.  Inside-outside distinctions become more difficult to 

specify. By making a system’s current state and behavior systematically depend on its earlier 

trajectory, feedback loops also incorporate the system’s history into its current state and 

behavior. Feedback, in other words, threads a system through both time and space, thereby 

allowing a system’s temporal and contextual relationships to become a part of its very overall 

structure and identity, making a self-organizing network of components and its environment “in 

fact one system” (Rocha 2001, p 97).  More generally, once the chemical stage emerges from the 

merely physical, true chemical autopoiesis represents the advent of the type-token distinction, 

where multiple tokens can embody the same kind of phenomenon, a phenomenon that must be 

type-identified as, say, a particular chemical function.  Our current understanding of nonlinear 

dynamical phenomena thus allows us to appreciate that ontological categories can no longer be 

defined as in Newton’s time, based solely on internal primary properties. No longer can one do 

science solely by isolating a phenomenon in the laboratory and analyzing its components. The 

concepts of essence and substance, identity and individuation, as just mentioned, must be 

rethought, but it is in any case undeniable that complexity theory effectively re-embeds 

phenomena in context and history, thereby putting the lie to much of the atomistic flavor of 

modernity. When even a snowflake carries the trajectory it has traversed embedded in its very 

structure; when the trajectories of two pendulums – or the same pendulums swung at two 

different times -- do not tend towards classic equilibrium but instead diverge dramatically despite 

virtually identical origins; when the context in which a genome is embedded alters its expression, 

causal relationships do not resolve simply into linear chains of efficient causes. And when self-

organized systems create the very constraints that control matter-energy flows; when, in other 

words, the constraints that give rise to self-organization have been imported into the system, the 

capacity for “recursive production of structures becomes possible.” This happens with the 



 

 

appearance of chemistry (Moreno 2007). It is thanks to the consequences of autopoiesis that a 

veritable explosion of  structural variety becomes possible. 

MIND AS COMPLEX ATTRACTOR 

In the earlier work I hypothesized that as a result of neural feedback loops (Edelman’s reentrant 

processes), globally coherent wave patterns similarly entrain and self-organize into high-

dimensional dynamic structures in the brain possessing emergent mental properties such as 

consciousness,  intentionality (sensu Brentano),  qualia, etc.3 Recent empirical research provides 

confirmatory evidence of a global workspace model of consciousness, dynamically understood in 

this way. Just a few months prior to this writing, Raphael Gaillard’s team in France compared the 

way epileptic patients undergoing intracranial electroencephalograms consciously and 

unconsciously processed briefly flashed words using a visual masking procedure. Although 

neural activity in multiple cortical areas showed that the patients were processing masked words 

nonconsciously (cf studies on attentional or change blindness), these signals quickly degraded 

and the neural activity showed only local synchrony. In contrast, neural activity indicating 

conscious processing of unmasked words showed a sustained voltage increase, particularly in the 

prefrontal cortex. Even more distinctly, conscious processing showed long range phase 

synchrony across different portions of the brain. Moreover, these widely distributed 

synchronized signals activate others, as evidenced by increases in long-range Granger causality.  

The authors conclude that the evidence supports Bernard Baars’s theory of a global workspace 

model of consciousness: bottom-up propagation combined with top-down attentional 

amplification results in a whole-brain neural assembly and “ignites into a self-sustained 

reverberant state of coherent activity that involves many neurons distributed throughout the 

brain.” (PLOS Biology, DOI: 10:1371/journal.pbio.1000061). “Consciousness is more a question 

of dynamics than of local activity,” says Gaillard (NewScientist 21 March 2009 p. 7).  

 A self-organized neural state is representational and symbolic if its central features are 

given not by the configuration’s intrinsic physical properties but by the information it carries (cf 

Wheeler and Clark 1999). Since feedback loops of non-linear dynamical processes extend 

                                                             
3 These constraints are on top of those pre-existing constraints, both context-free and context sensitive, that 

present as innate predispositions or propensities -- such as those embodied in mirror neurons, for example. 



 

 

outwards into the environment and back in time, it is also reasonable to maintain that mental 

phenomena are embodied processes with tentacles that extend outward to the environment and 

history. Although I will use language that refers primarily to neural or neurological processes, 

one must keep in mind that from a complex systems’ perspective a mind’s content is not just in 

the brain (Noe). 

 If I am correct, moreover, mental phonemena should be describable mathematically as 

neural attractors. The more abstract and general a semantic category the broader the neural 

attractor it describes; conversely, the more specific a semantic category the narrower the 

attractor.  Discovering high-dimensional patterns in the brain that lower local entropy production 

would provide confirmatory data for this hypothesis. Earlier I noted that in connectionist 

networks without feedback units, after a few training runs the connection weights of the 

intermediate neurons for bid and bed might be close, representing lexicographical relationships. 

In networks with feedback loops, on the other hand, the dynamic reconfiguration means that bed 

and cot are now nearer in semantic attractor space than are bed and bid. According to this view, 

then, semantic closeness in the mind too would be tantamount to relative location in dynamic 

space, a framework which, incidentally, would also account for the source of Freudian slips. I 

would not be surprised if the neural pruning that takes place in early childhood turned out to be a 

feature of this streamlining neural self-organization. 

INTENTIONAL ACTION 

Philosophical debates about top-down causality by supervenient mental states have invariably 

raised the following concern: If mental states have causal potency in virtue of being physical 

states, and one assumes causal closure of the physical realm, how can overdetermination be 

avoided? The type-token decoupling characteristic of complex systems points to a solution. A 

self-organized neural state can also be said to be causal qua representational and symbolic—qua 

mental, that is -- if what matters is that the system’s output is dependent on the neurological 

pattern, not because of the configuration’s intrinsic physical properties but because of the mental 

content it carries (Wheeler and Clark 1999).  The word-reading neural network and the fact that 

autocatalytic cycles select molecules for import on the basis of criteria determined at the global 

level are just two examples of how complex dynamical systems satisfy this requirement.  The 



 

 

answer to the threat of causal overdetermination can thus be found in the reverse formulation: 

Brain states can have causal efficacy in virtue of being (embodying, being entrained into) 

complex neural states with emergent mental properties. That is, brain states can have causal 

efficacy in virtue of the mental content they carry. The same brain states, token-identified, may 

have different (or no) causal effects depending on whether or not they are entrained into a mental 

attractor at all, or depending on whether or not they are entrained in the same mental attractor, 

type-identified. On this view the micro-physical configuration of the nervous system’s dynamical 

network exercises its causal power and produces a particular output in virtue of being embodying 

the top-down context-sensitive constraints of emergent mental properties.  

Does this way of looking at the mind-brain problem resolve concerns over causal 

overdetermination and conservation laws? Paul Humphreys maintains that unlike aggregates, 

whose individual components retain their identities, emergence happens only when microstates 

fuse (Humphreys 1997). When they fuse, particles comprising unified wholes “no longer exist as 

separate entities and therefore do not have all their individual causal powers available for use at 

the global level.” Because components “go out of existence” when they fuse, Humphreys 

maintains, worries concerning causal overdetermination and the causal closure of the physical 

are avoided and top-down causality is possible. Humphreys warns, however, that fusion and 

multiple realizability are incompatible: any claim that mental properties can be variously 

instantiated in components that do not “go out of existence” reintroduces the threat of 

overdetermination, he insists. 

 Complex systems have taught us that this is not so. Phase transitions, symmetry breaking, 

and other forms of dynamic transformations entrain components into higher level wholes without 

thereby fusing the particles. Instead, the global patterns that emerge as a result of these 

qualitative changes are embodied as the conditional probability distributions of the components. 

The operation of fusion, a static notion that implies that once fused, there is no going back, is 

unlike the operation of integration, despite the thermodynamically irreversible nature of the 

latter.4 Fusion is like the operation of context-free constraints, which as we saw close off 

                                                             
4 The irreversibility is provided not by unalterably fusing the micro-level components into a global structure, but 

by their historicity and context-dependence. These are embodied in the system’s internal dynamics, which “carry on 

their back” the conditions under which the systems were created and the trajectory they have undergone. Even 



 

 

possibilities in a bottleneck that prevents open-ended evolution. In contrast, bottom-up context-

sensitive constraints represent interactions that are Goldilocks-like – not too tight, not too loose – 

and allow the same micro-arrangement token-identified to take part in different global dynamics, 

type-identified, both synchronically and diachronically. If the disruptive perturbation or 

fluctuation is strong enough the global structure dis-integrates, but while the constraints hold, the 

complex dynamics remain coherent over time (Ulanowicz 2005). The emergence of dynamical 

integration, I proposed earlier, is nothing but the effects of second-order context-sensitive 

constraints, embodied as a set of conditional probabilities that are invariant over time and that 

modulate and direct the behavior of particular – but now no longer independent – microphysical 

constituents in such a way that the mental content carried by the overall dynamics cascades into 

the action performed. In graph-theoretic terms, this unique balance between integration and 

differentiation can be measured in terms of a network’s causal density (the fraction of 

interactions among nodes in a network that are causally significant). Analysis shows that high 

causal density is consistent with a high dynamical balance between differentiation and 

integration, and therefore with high complexity (Seth 2005, 2006). The robustness characteristic 

of complex systems is thus due to dynamics that are globally coordinated while component 

details remain distinct; components do not fuse, and yet the overall system displays a remarkable 

resilience and metastability in its functional powers despite radical differences in the 

arrangements of its component parts.  

 We are at last in a position to understand how top-down causality of the sort described 

above makes intention-caused actions possible. According to this framework, intentions are 

similarly high-dimensional, neurologically embodied long-range attractors with emergent 

properties. No doubt the billion-plus neuron human brain possesses an indefinite number of 

imbricated dynamics. Intentions, by definition, involve motor attractors, as well as others 

embodying high-level properties of meaning (the semantic content of the intention), emotional 

valence, etc. Aesthetic, ethical or moral value judgments, I suppose, are embodied in even 

higher-level attractors, which self-organize later in both individual development and neurological 

evolution. 

                                                                                                                                                                                                    
snowflakes, for example, carry in their very structure information about both the atmospheric conditions that caused 

them and those they traversed before reaching the ground. 



 

 

 When intentions strongly entrain motor neurons such that they precipitate a certain type 

of behavior with probability near 1, they constitute proximate intentions; when they merely 

prime the likelihood of future motor activity they embody prior intentions (Bratman). Prior 

intentions restructure a multidimensional neural state into a new organization characterized by a 

new set of coordinates and a new dynamics; the context-sensitive constraints that partition a prior 

intention’s contrast space carry emergent properties of meaning, emotional valence, etc. On this 

account logical and syntactical relationships are also embodied in the higher-level relationships 

between the various attractors.  

 Dynamically, this means that once I form the prior intention to do A, not every logical or 

physically possible alternative remains open downstream, and those that do are contoured 

differently, probabilistically speaking. By imposing novel conditional propensities on available 

pathways, the dynamics of a newly self-organized semantic space constrain movements within it, 

top-down. Through the assignation of conditional probabilities, some act-types are eliminated, 

others are made more likely. Once I settle on the prior intention of going on a diet, say, the 

likelihood of certain future behaviors –such as gorging on cookies -- recedes. (Other 

considerations such as the robustness of the agent’s character, which can now be understood as 

the combined strength, stability and resilience of the agent’s mental attractor set, must also be 

taken into account.) As a result of further interactions among the prior intention, other internal 

dynamics, and the environment, one option from those weighted alternatives established by the 

new organization can become a proximate attractor. By strongly entraining motor dynamics to its 

own, this pathway in turn guides and constrains behavior in the immediate future. Formulating a 

proximate intention (do A now) can thus be understood as positioning a particular attractor just 

ahead of the system’s immediate position in phase space and entraining the necessary motor 

attractors to execute the action. In this way the context-sensitive constraints that embody the 

meaningful content of intentions cascade into behavior top-down and carry out intentional 

behavior. And so the person acts. 

 If I am right, one needs to be careful about conclusions drawn from the curious research 

on “choice blindness” (Hall and Johannson, 2005). In a series of experiments, subjects were 

asked to select between e.g., two varieties of jam. Immediately after the volunteers made their 



 

 

choice, a different jar was substituted for the one selected. When asked why they chose the 

(substituted) jar, not only did the participants not notice the mismatch, they even offered 

“reasons” for their “choice.”  On my account, prior and proximate intentions can be more or less 

vague and ambiguous, or more or less specific and concrete; dynamically, the attractors will be 

more or less shallow and broad, or more or less narrow and deep. My proximate intention can be 

framed either as either “stop at the next convenience store to buy something – anything -- to eat 

for dinner,” or “stop at the next 7-11 to buy a Healthy Choice brand frozen chicken dinner.” The 

latter’s attractor is represented by a much narrower and deeper well; the former’s attractor would 

be embodied in a much shallower and broader basin. If my proximate intention had been 

formulated as the former, I would most likely not even notice that the item I selected from the 

freezer had been switched, no matter how conscious the decision. It seems to me therefore that 

Hall and Johannson’s conclusion that “choice blindness drives a wedge between intentions and 

actions in the mind” follows necessarily only if the relationship between intention and action is 

conceptualized as billiard-ball causality between crisply defined objects (NewScientist 18 April 

2009: 27).  One has to remain alert to how uncritical presuppositions about mechanistic causality 

can creep into the design of experiments and the conclusions we draw from them. 

 A similar caution applies to research that extrapolates from the timing of the appearance 

of the readiness potential to the reality of free will (Libet, 2004). The Libet experiments went 

something as follows: participants were asked to perform activities such as pressing a button, or 

flexing a finger or wrist, within a certain time frame. Participants were also asked to note the 

position of the dot on the oscilloscope timer when "he/she was first aware of the wish or urge to 

act." The instant the button was actually pressed, or the finger flexed, was also recorded on the 

oscillator, this time electronically. By comparing the moment the button was pushed and time of 

the subject's conscious decision to act, researchers were able to calculate the time between the 

subject's initial volition and the ensuing action. The unexpected results showed that brain activity 

initiating behavior (the readiness potential) preceded (by up to three hundreds milliseconds) any 

conscious decision to act; even more remarkable, in their reporting the subjects often antedated 

the volition such that the intention and decision (was felt to) precede the action.  



 

 

 Since regulatory records operate in a time-independent mode and exert top-down causal 

influence on lower-level metabolic processes operating in a dynamic and time-dependent mode, 

arguments such as these purporting to refute the possibility of free will based on linear temporal 

relations between neural events and experience call for closer scrutiny. Libet’s experiments 

clearly disallow mechanistic interpretations of the concept of free will that conceive of voluntary 

intentions as conscious representations distinctly separate and preceding the actions they 

forcefully bring about as efficient causes. On such an account the subject’s antedating is of 

course illusory, as is a fortiori, any claim that the volition efficiently caused the behavior. But if 

one envisions top-down causality as the operations of second-order context sensitive constraints, 

and one keeps in mind the fact that feedback loops embodied in those constraints extend outward 

into the environment and back in time, then the following alternative interpretation opens up: if 

the subject’s intention is formulated in vague and general terms as suggested earlier  – “I will 

press the button every so often” – the agent can then let the environment carry out the detailed 

movements without thereby obviating the higher-level’s control on the lower. Rodney Brooks 

calls the process “letting the world serve as its own model” (Brooks, 1991). If I decide merely to 

“drive home” (as opposed to the more precise and specific “drive home along route X”), I can let 

the lay of the land – i.e., the traffic pattern or road conditions-- determine for me whether to turn 

right on Oak St or left on Poplar St. A well-known example is the following: after driving home 

from work along our daily commuter route all of us have experienced the peculiar sensation of 

realizing that we can’t even remember if the traffic light at Elm and Maple was red or green that 

day. Following Libet’s reasoning, it is obvious that in such situations the actions of depressing 

the accelerator or brake bypass conscious decision-making.  But are they not therefore not 

constrained by awareness? I don’t think so. Had a rabbit or a deer suddenly jumped in our path 

the automaticity would have been quickly replaced by consciously aware decision-making. 

 The problem with the Libet-like experiments, on my view, is their reliance on a 

traditional understanding of causality as series of discrete events acting as efficient causes. In 

contrast, the thesis put forth in this paper has been that functional, informational, symbolic, and 

representational processes operate in the brain as top-down second-order context-sensitive 

constraints. Unlike efficient causes, these can temporally span extend beyond both the onset and 

terminus of behavior under their control.  Phase separation is clearly demarcated wherever crisp 



 

 

differences in time scales exist between the higher-level emergent dynamics and processes at the 

lower level; the Gaillard research mentioned earlier is just one of the most recent to show that 

dynamic phase separations are significant. The dynamics of higher informational regulatory 

systems – the genetic and neural systems – often operate at a slower and longer time scale than 

that of their constituents.  Salthe (1985, 2002) notes that higher-level laws and principles can 

apply to dynamics that are slower and longer than those of the lower level; that these slower and 

longer dynamics can nonetheless constrain the lower level constitutes what Haken calls 

“slaving.” But the higher level is not always slower or faster than the lower: the regulatory 

genetic system operates faster than the metabolic system; the regulatory neural system works 

faster than the metabolic system.  My point here is merely to point out that “there’s more to 

heaven and earth than is dreamt of in your [mechanistic] philosophy, Libet,” and so empirical 

research designed from a mechanistic framework may be chasing red herrings. Research on the 

role of timing in brain processing is still in its early stages (Carey 2008), but I am confident that 

future research into dynamic phase separation (such as that between alpha and beta patterns in 

the brain) will shed light on causal propogation and the process of top-down modulation control 

and regulation. In light of the discussion Libet’s work has occasioned, further work on this 

feature of brain dynamics is warranted, especially phase differences between levels of neural 

organizations such as the regulatory informational system and the lower-level motor networks 

under the former’s control. 

 

Elsewhere I argued that the information-theoretic concepts of equivocation and ambiguity might 

help track the effectiveness of intentional constraints over the course of the behavior’s trajectory. 

Newly developed techniques designed to capture the interdependencies between multiple time 

series should prove even more useful in determining the flow of information from one part of the 

brain to another. Granger causality, mentioned earlier in connection with the research on the 

distributed character of conscious processes in the brain, is one such technique. It “involves 

comparisons of streams of data known as time series [such as fluctuations in neural firing 

patterns]. Granger causality helps determine whether this link is coincidence or results from one 

process influencing another process.” In one recent study, 



 

 

 “Researchers gave volunteers a cue that a visual stimulus would be appearing 

soon in a portion of a computer display screen, and asked them to report when the 

stimulus appeared and what they saw. Corbetta's group previously revealed that this task 

activated two brain areas: the frontoparietal cortex, which is involved in the direction of 

the attention, and the visual cortex, which became more active in the area where 

volunteers were cued to expect the stimulus to appear. 

 “Scientists believed the fronto-parietal cortex was influencing the visual cortex, 

but the brain scanning approach they were using, functional magnetic resonance imaging 

(fMRI), can only complete scans about once every two seconds, which was much too 

slow to catch that influence in action. When researchers applied Granger causality, 

though, they were able to show conclusively that as volunteers waited for the stimulus to 

appear, the frontoparietal cortex was influencing the visual cortex, not the reverse.” 

(Science Daily, Oct 10, 2008). 

Because Granger causality only applies to pairs of variables, misleading results may occur when 

the true relationship involves three or more variables: if both variables tested are in fact being 

"caused" by a third, Granger tests may yield positive results even though the two variables have 

no causal relations with each other. In cases such as these a related test called Vector 

autoregression (VAR), can be applied to better track information flow in the brain. 

Neuroscientists are currently using both techniques in their studies, whose purpose is to capture 

the conditional probabilities carried by context-sensitive constraints 

(http://www.sciencedaily.com/releases/2008/10/081009185035.htm).  

AUTONOMY 

I would like to close with some thoughts concerning the implications that complex adaptive 

systems have with respect to the philosophically thorny subject of free will. I propose that these 

dynamical processes allow one to rethink autonomy and self-direction in a scientifically 

respectable way and with enough of a payoff to warrant the appellation a kind of free will worth 

wanting.  

 We saw earlier that the change from physical Bénard cells to chemical autocatalytic 

cycles occurs when the boundary constraints within which the organization takes place are 

http://www.sciencedaily.com/releases/2008/10/081009185035.htm


 

 

created by the process itself – when, in other words, the production of the order parameter is 

brought inside the system itself, dynamically speaking. When the endogenous dynamics 

themselves control the go of the overall process, the slack or decoupling between type and token 

that turns regulatory control and direction over to type-identified criteria provides a measure of 

self-direction and autonomy to chemical processes that is absent in merely physical ones.   

Increased structural complexity through chemical catalysis production, however, in the 

end becomes brittle and reaches a bottleneck; chemistry soon reaches its limit, that is, at a choke 

point that prevents further evolution. As we saw earlier, because it relies solely on context-free 

constraints, mitotic biological reproduction quickly does too.  Lila Gatlin, whom I cited earlier, 

argues that, evolutionarily speaking, the evolutionary bottleneck was breached and truly open-

ended evolution made possible only after vertebrates discovered a way to retain context-free 

constraints stable while simultaneously allowing context-sensitive constraints to expand. The 

research team of Alvaro Moreno, Juli Peretó, and Kepa Ruiz-Mirazo at the University of the 

Basque Country (Spain) published a series of papers (1998, 2000, 2004, 2006, 2008) individually 

and severally in which they expand on Gatlin’s insight: open-ended evolution necessitated a way 

of preserving earlier evolutionary advances while at the same time continuing the process of 

catalytic creation. It required, in short, the creation of hereditary lineages.  The appearance of 

what they Basque team calls dynamic decoupling guarantees both the open-endedness of 

evolution and the emergence of strong autonomy. 

Robust and ongoing biological evolution becomes possible, that is, only when a second 

type of biological function appears that preserves prior evolutionary advances without interfering 

with the (ongoing) catalytic production from which those advances originated in the first place. 

This new type of functional component – of which DNA is a prime example -- serves as what 

Moreno and his colleagues call a register (or record). This decoupling also results in the 

concomitant emergence of strong autonomy, because once again registers construct the 

constraints within which the ongoing catalytic function operates. The important point I want to 

make here is that when dynamic decoupling appears, the transformation that took place with the 

emergence of chemistry is taken one step further: with the appearance of registers the control and 

regulatory function is brought even further inside the system dynamics themselves. Constraints 



 

 

within which ontogenetic development is canalized not only embody phylogenetic information – 

they are now on board. Adding an additional set of internal top-down contextual constraints 

further decouples organisms from buffeting by energetic forces, thereby making it even more 

self-directing. As keeper of biological lineages, DNA faithfully preserves a relatively invariant 

record of phylogenetically earlier traits without thereby becoming involved in or interfering with 

those ongoing metabolic functions that allow variations to continue to appear over epigenetic 

time.  Neuronal self-organization and the use of tools are other examples of this type of dynamic 

decoupling, claim the Basques, As was the case in the emergence of chemical from physical 

processes, when register function decouples from catalyst function, the control and regulatory 

criteria that will direct the future go of events have been handed over even more so to the 

organism.  

Because the two functions (registers and catalysis creation) cannot be directly linked, a 

novel, information-type of semiosis is required to translate between the two: “code-type 

information semiosis,” of which DNA’s genetic code is the prime example, is charged with this 

task (Moreno 2008). In my language, dynamic decoupling with indirect code-type information 

semiosis is a version of top-down causation in which semantic higher-level code regulates and 

modulates – constrains -- lower level energetic exchanges according to criteria set at the higher 

level.  The law-like relations between the two phase-separated dynamics carry the code-type 

information transmitted.  

I propose that the appearance of consciousness and related mental phenomena such as 

intentions constitutes the emergence of yet another register-type function, a function that once 

again serves as record or register – in this case of earlier ontogenetic experience.  Having access 

to a conscious mental workspace while sensory mechanisms continue their ongoing work permits 

an explosive expansion of state space. It permits, that is, a new dimension of message variety, 

with trajectories regulated top-down according to mental content. The agent can now do a lot 

more and different things than before. Whereas with the appearance of DNA heredity became 

encapsulated in a new anatomical structure, the new conscious, mental workspace functions as a 

dynamical register, encoding mental content on a different dynamical scale (See Salthe on scalar 

and specification hierarchies; see Gaillard, op. cit.). It is tempting to speculate whether emotions 



 

 

serve as the indirect information-type code that translates between the two. Freedman’s research 

on the way olfactory stimulus simultaneously encodes meaning and emotion when remembered 

could be interpreted in this way (Freeman 1991). 

 What seems certain is that human symbolic language functions as the context-sensitive 

translation code between self-consciousness or long-term declarative memory on the one hand 

and ongoing sensory input on the other. The transformation of short-term memory into long-term 

declarative memory might turn out to be a component of this process. And when human 

language becomes entrained into culture and then recorded in written form, the added 

sedimentation of linguistic meaning encoded in dictionaries is an additional example of yet 

another  high-level register (sensu Moreno) that enables cultural evolution to continue, and 

explosively so. The task of each new register is the same as DNA’s: to preserve established 

information while allowing human beings to create new meaning as they experience new things. 

It should come as no surprise therefore that the meaning of concepts and even of “forms of life,” 

as it becomes sedimented in dictionaries and moral codes, can bias the conditional probability 

distributions of patterns in individual nervous systems, both developmentally and 

phylogenetically.5 

 The process by which actions can be value-informed is therefore less mysteriuous once 

this framework is adopted. When from among the various alternatives presented to a potential 

agent she chooses one on the basis of very high level value-infused criteria, behavior turns into 

ethical and moral action (moral as opposed to amoral, not immoral) in virtue of the axiological 

content the intention constrains, not the physical microarrangement of the neurological pattern 

that carries that content). Here again we have another example of a regulatory control function 

being “brought inside” – not structurally like DNA but dynamically – and therefore even more 

strongly decoupled from external, energetic control and direction. 

                                                             
5 Like DNA, however, and despite the claims of Foucault and other post-modernists, the top-

down constraints of language are not completely rigid; instead they allow for the creation of new meaning 

accomplished through play and exploration. 

 



 

 

The central thesis of this paper has been that the emergence, operation, and evolution 

complex dynamical systems show how global systemic levels grow more and more self-directed 

as their capacity to constrain, modulate, and regulate their constituent levels is increasingly 

modularized and dynamically decoupled from merely energetic exchanges – in recent evolution 

by being split off as independent registers or records. Complex systems with this feature, which 

begins with biological heredity, are strongly autonomous. And they become even more so over 

the course of evolution with the emergence of consciousness, self-consciousness, values, and 

symbolic language. If mind and language are the most evolutionarily advanced dynamically 

decoupled records or registers; if decoupling from external buffeting is precisely the sort of trait 

one needs to determine autonomy; and if top-down context-sensitive constraints operating in 

complex adaptive systems can explain how the go of things can be regulated and modulated by 

higher level criteria such as meaning and values; then it seems to me that non-linear dynamical 

systems theory makes room for a kind of free will worth wanting. 
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